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Abbreviations

This section provides definitions of key terms and defines the abbreviations used in the remainder of the

report.

3G 3rd Generation
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CMT-SCTP Concurrent Multipath Transfer for
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GB Gigabyte
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HTTP HyperText Transfer Protocol
IETF Internet Engineering Task Force
ISP Internet Service Provider
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MPTCP Multipath TCP
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RTO Retransmission Time Out

RTP Real-Time Protocol

RTT Round Trip Time

RW Restart Window

SBD Shared Bottleneck Detection

SCTP Stream Control Transmission Protocol
SVD Singular Value Decomposition

TFRC TCP Friendly Rate Control

TCP Transmission Control Protocol

TCPM TCP Maintenance (IETF Working Group)
TSQ TCP Small Queue

UDP User Datagram Protocol

WiFi Wireless Fidelity

WG Working Group

WP Work Package



Participant organisation name | Participant Country
Short Name
Simula Research Laboratory SRL Norway
BT BT UK
Alcatel-Lucent ALU Belgium
University of Oslo Uio Norway
Karlstad University KaU Sweden
Institut Mines-Télécom IMT France
University of Aberdeen UoA UK




1 Introduction

End systems can contribute significant sources of latency to the communication due to non optimised
protocol design, interactions within the protocol stack or local buffering. They can also incur latency
by making purely local decisions that lead to interactions with other traffic on bottlenecks routers, in
particular by making incorrect assumptions about other traffic’s behaviour. Applications with latency
requirements such as the chosen use-case applications in RITE (financial applications, online games and
interactive video) depend on timely delivery. On the side of the end user, this timely communication
must happen in a diverse environment of competing traffic. Considering this, much can be done to
optimise end-host operations to better support time-dependent communication. In the analysis phase of
RITE, we have explored the potential of latency-reducing mechanisms to address the objectives of work
package 1.

The task summarised in this deliverable has focused on finding the sources for latency in the end systems.
After reviewing the state-of-the-art and exploring the most promising areas of investigation, we have
chosen some focus areas where we expect our efforts to achieve the maximum latency reduction. Some
of these focus areas have matured into into preliminary results.

The analysis phase has also uncovered problem spaces that are less promising now than at the time the
proposal was written. In such cases, an evaluation of whether RITE should continue in this direction or
channel its resources towards more promising topics has been made.

1.1 Analysis breakdown and document structure

This document presents a summary of the preliminary analysis phase in Work Package 1 of the RITE
project. The main focus of this report is on the issues that can be addressed in the end-host without
active interaction with the network.

The following are the key contributions of work package 1:
e We have analysed transport latency from an end-host perspective to identify where the efforts of
the RITE project will have the greatest impact.

o We have completed preliminary work for the most promising avenues of investigation resulting in
a detailed map of the topics that should be prioritised for the rest of the RITE project.

e We have performed a thorough survey of the state-of-the-art for the topics of investigation. This
survey will be published as a journal article, but the key findings are listed in this report.

More specifically, this document presents:

e An analysis of how flow completion time is limited by the start-up latency and how this problem
becomes a severe limitation as the majority of connections on the Internet are short flows (§ 2).

e An evaluation of the value of continuing in RITE the work on reducing buffers in the operating
systems in view of recent initiatives from other projects (§ 3).

e A proposal for improving recovery latency for application limited TCP and SCTP streams by
modifying the retransmission timeout (RTO) mechanism (§ 4.1).

e An analysis of how problems related to capacity sharing affects latency and how competing traffic
may negatively impact the latency of time-dependent flows (§ 5).

e A proposal for better estimation of what the congestion control window size should be for bursty
traffic with long idle intervals in order not to overshoot the window while still gaining a proper
start window at the beginning of a new burst (§ 5.1).



o A proposal for a mechanism to better share information between flows with the same origin travers-
ing common bottlenecks in order to more intelligently share the bottleneck capacity between the
coordinated flows (§ 5.2).

e An analysis of how to detect bottlenecks shared between flows in order to dynamically adapt
latency-reducing mechanisms for flows that share a bottleneck (§ 5.3).

e An analysis of the effect of current transport APIs on time-dependent traffic and an initiative
to standardise APIs for choosing and negotiating the best transport service for latency-sensitive
applications (§ 6).

e An analysis of how multiple paths can be utilised to improve latency with a recommendation on
future efforts in that direction for the RITE project (§ 7)

This deliverable is closely related to deliverable 2.1 ("Network systems analysis and preliminary devel-
opment report”) that is submitted at the same time. Whereas this deliverable addresses work package 1
and has a focus on end-host mechanisms, deliverable 2.1 addresses network mechanisms and interactions
between end-hosts and the network. Some of the subprojects include some elements that belong to work
package 1 and other elements belonging to work package 2. To avoid redundancy, we have chosen to
describe each subproject in only one of the deliverables. We have tried to make it clear from the text
how different elements relate to the research areas of the different work packages. The documents should
therefore be read in conjunction. Deliverable 3.1 (”Traffic pattern analysis and data set acquisition re-
port”) may also be a useful reference when it comes to questions of trace usage and testbeds for RITE
subprojects.

The structure of the remainder of this report is as follows: Section 2 analyses how flow completion time
can be reduced by improving the start-up latency. Section 3 gives an analysis of buffer latency issues for
end-systems. Section 4 provides an analysis of protocol specific delays, whereas section 5 describes the
analysis of capacity sharing mechanisms. In Section 6, API latency issues are examined and discussed.
Section 7 discusses multipath transport protocols in the context of low latency. A summary of the main
results of our analysis is given in Section 8. Finally, Section 9 concludes this report and describes the
key findings.



2 Scaling Transport Dynamics and Start-up Delays

Internet transport protocols have to be designed on the basis that each time a flow starts the available
capacity is unknown. Even a re-start after idling cannot assume that the capacity or other traffic has
remained unchanged. So senders universally use some variant of the TCP slow-start algorithm, which
sends an initial handful of packets, waits for feedback, then doubles how much it sends in each subsequent
round as long as it has sensed no losses in the feedback. This problem is not unique to TCP—in the
absence of any knowledge about the available capacity all data flows face the same dilemma.

TCP’s exponential slow-start is traditionally considered an acceptable compromise between acceleration
and overshoot. However, our analysis of the problem shows that slow-start does not scale. Every
doubling of bottleneck capacity has added another round trip of delay before slow-start can exploit
it. More capacity only improves performance for flows larger than a limit that doubles as fast as link
capacities double. And, even for flows that are large enough to exploit faster links, the amount of
loss experienced during overshoot doubles. Below we outline the key parts of our analysis, discuss the
implications of our findings, and describe our work plan for RITE within this area.

2.1 Quantifying the Problem

To analyse the problem we model the average transfer rate of a single TCP flow with a dedicated
bottleneck capacity. The general approach is to find the number of round trips in which slow-start only
partially fills the bottleneck, before the round in which either slow-start ends or the flow ends, if sooner.
Then any remaining packets will arrive at the bottleneck rate, whether they are all sent in the next
round while still in slow-start phase or there are enough packets to progress into the fast retransmit and
congestion avoidance phases. Any handshaking rounds are excluded by the assumption that either the
flow is re-starting after idle or using TCP fast open after an earlier connection between the same hosts.

Average transfer rate rather than completion time is chosen as the ‘figure of merit’ a) in order to normalise
with respect to transfer size and b) to emphasise how much potential there is to use, rather than waste,
link capacity.

To quantify how bad slow-start is, we want to ensure that we criticise the best possible variant of
slow-start. Therefore we use state of the art parameters in the modelling, that is:

o Initial window of ten Ethernet-size segments [1], as well as three for comparison [2];
o No use of multiple parallel flows (because a larger initial window is equivalent);
e A range of round trip times that are realistic for the public Internet, with and without caching;

o Base-two exponential increase (i.e. doubling per round);

For a wide range of sizes of each transfer (1B to 1GB), Figure 2.1 shows the average rate achieved on a
log-log scale for a few scenarios. Taking the second plot in Figure 2.1 as an example (IW=10, R=20ms,
X=80Mb/s), it shows that unless the transfer size is larger than around 1MB, it hardly even starts to
exploit a dedicated 80Mb/s link. A 1MB transfer can only average about 40Mb/s, while a smaller 15kB
transfer can only average about 10Mb/s.

For transfer sizes less than ~ 500kB, any capacity increase beyond about 80Mb/s would make no no-
ticeable difference to average rate (illustrated by comparing the X=80Mb/s and the X=1Gb/s plot in
Figure 2.1). A 2Mb/s plot is also included to show that it is much more useful to many more people to
increase capacity from 2Mb/s to 80Mb/s, because it considerably increases the average rate of a broad
range of popular sizes of transfer (any larger than ~ 10kB).

Finally, the lowest two plots of Figure 2.1 show that the problem is significantly worse if the round trip
time is longer. For an inter-continental round trip time that is ten times longer (R=200ms) only flows
ten times larger (more than ~ 10MB) can start to make use of 80Mb/s capacity.
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Figure 2.2: Prevalence of flows of different sizes on the current Internet, based on traces from CAIDA [3]



The scaling behaviour illustrated in Figure 2.1 would not be a problem if all transfer sizes were getting
larger, but they are not. As we continue to invest in greater link capacity, larger transfers become
feasible. But it does not follow that all the demand for the smaller files disappears—the range of feasible
transfer sizes merely widens. To establish the proportion of traffic that is limited by slow-start rather
than capacity we have performed a study of Internet flow sizes based on packet trace analysis. Our
initial analysis is based on a longitudinal study of CAIDA packet traces from an Internet exchange
point, covering the time period 2002 — 2012. A detailed description of the used CAIDA traces was given
in Deliverable 3.1.

Figure 2.2 shows the prevalence of flow sizes on the Internet, on the same log-scale as used in Figure 2.1.
As can be seen in the figure, the majority of the flows on the Internet are small in size. Comparing
the flow sizes between the years also suggests that the distribution of transfer sizes is not changing
much as capacity grows. The prevalence of short flows is also consistent with the findings of previous
studies [4, 5, 6, 7]. In relation to Figure 2.1, Figure 2.2 shows that flows large enough to make use of
tens of Mb/s of capacity are rare.

2.2 Discussion

As illustrated by the analysis in Figures 2.1 and 2.2, an ever-growing proportion of a typical user’s
sessions is becoming limited by slow-start, not capacity. A solution for a more efficient flow-start is thus
important for reducing latency over the Internet. The longer we fail to solve this flow-start problem,
investing in capacity will make less and less difference to more and more people.

The IETF recently standardized an experimental RFC that allows an initial congestion window of up to
10 segments [1], as compared to the initial congestion window of 3 segments that typically follow from
RFC 5681 [2]. Comparing the second and third plots in Figure 2.1 shows that increasing the initial
window from 3 to 10 makes a reasonable difference for flows between 4.5kB and 15kB, but for larger
flows it makes increasingly less difference. Increasing the initial window is not a scalable solution to the
flow-start problem. The same argument also holds for the use of multiple parallel flows. If a source opens
m parallel flows all using the same slow-start with initial window i, it only gives equivalent performance
to one flow in slow-start using a larger initial window mi (but with the additional overhead of the extra
flows). The total window across all flows still only doubles in the rounds after the first.

The problem with slow-start is that it always has to start from the bottom, but it gets no hard information
from the network until it reaches the top. Over the years, as we make the top higher, a greater proportion
of all transfers complete before they even discover that they didn’t need to be cautious anyway. This
is a problem of absence of information about the available capacity along the network path. Several
approaches for an alternative flow-start, based on various methods to obtain information about the
path, have also been proposed in the literature. Three main approaches for how to obtain information
about the network path can be identified: state sharing at the sender, the use of bandwidth estimation
techniques, and explicit signalling from the network.

FSE described in Section 5.2, temporal and ensemble sharing discussed in RFC 2140 [8], and the conges-
tion manager framework described in RFC 3124 [9] all represent techniques for state sharing and joint
congestion management at the sender. Although joint congestion management can allow a new flow to
quickly find a suitable sending rate, it is only applicable when multiple flows share a common bottleneck.
Proposals that use bandwidth estimation techniques include Swift Start [10] and the improved slow-start
of RAPID [11]. Swift Start uses the packet-pair technique [12] to obtain an initial estimate of the available
capacity, whereas RAPID uses a more advanced scheme based on multi-rate probe streams (or chirps).
Neither of the approaches has reached real deployment. The Quick-Start extension to TCP [13, 14] is a
prominent example of an approach that uses explicit signalling from the network. Quick-Start allows a
desired initial sending rate to be advertised in the TCP SYN segment. Each router along the path must
then agree to the desired rate or reduce the rate to an acceptable value. As it relies on modifications
in both end systems and network components, Quick-Start suffers from deployment difficulties and has
not seen any practical use.



2.3 Future Work within RITE

An initial analysis and quantification of the slow-start problem was outlined above. We are currently
working on refining the quantification and in particular to perform some more sophisticated packet trace
analysis. For the flow size analysis illustrated in Figure 2.2 we simply assume that each TCP connection
consists of one single packet train, with one slow-start at the beginning and no limit to the supply of
data from the application until the end. However, in practice short packet trains are probably even more
prevalent than shown, because many long flows actually consist of a sequence of shorter packet trains
separated by idle periods.

We are currently examining the CAIDA traces in more detail to extract the packet trains from within each
IP flow. For this we use Tmix [15] to identify application data units (ADUs) within an IP flow. Given
bidirectional traces of TCP connections, Tmix outputs connection vectors for each TCP connection. A
connection vector models how the application at both ends of a TCP connection exchanges ADUs. Tmix
measures both the size of the ADUs and durations between ADUs, which depend on the application
characteristics. A sufficiently long elapsed time between ADUs within a long flow might tell about the
existence of shorter packet trains.

For our future analysis we also plan to examine the correlation between flows. When multiple flows are
started closely correlated in time, the packets they generate will appear as a single packet train to the
network. Furthermore, the CAIDA traces we use for our longitudinal study are captured at an internet
exchange point. As much of the traffic a typically user sees nowadays is served by CDNs, the data
captured by the CAIDA traces may no longer be fully representative of the traffic seen by end-users. We
will therefore complement our analysis with traffic traces taken where we can see all of each customer’s
traffic, e.g. within an ISP.

The analysis in this section illustrates the importance of the flow-start problem. It also shows that simple
solutions such as increasing the initial congestion window or using multiple parallel connections are not
scalable as network capacity grows. Although clearly more challenging from a deployment perspective,
we believe that solutions that involve explicit signalling from the network will be required to fully solve
the flow-start problem. The design of such solutions will be an important part of the continued work
within RITE. While the design of suitable signalling mechanisms and their deployment considerations
are part of WP2, the solutions for how to use this information in the end-systems will be an important
work item within WP1.

3 Analysis of buffer latency issues for end systems

Host stacks provide buffering at both the sender and receiver, since generally applications execute outside
the kernel where protocol processing is normally performed. Excessive host buffering not only adds to
end-to-end latency, it also can result in excessive resource consumption. A straightforward mitigation
is to limit the maximum queue size, although in practice there are many places in the stack where
buffering may be required. There is evidence that operating systems are being updated to limit the
effects of bufferbloat [16], therefore RITE will take care not to duplicate these efforts.

[17] showed that tuning the send socket depth to 2 x cwnd could avoid excessive buffering for bulk TCP
flows without impacting throughput. TCP small queues (TSQ) also modified the Linux kernel [18] to
limit the default network socket to 128KB to avoid sender latency. Moreover, [19] showed a trade-off
between the depth of socket input buffering and the TCP throughput that could be used to optimise
performance when an application wishes to trade the maximum throughput for reduced latency. In real-
time applications (such as interactive streaming using the Real-Time Protocol, RTP), a common issue
is that network latency can cause data to arrive after a deadline, and the data is then of no (or limited)
value; excessive input buffering adds to this latency. While TCP’s stream-based design requires data
sent to the socket API to be sent on the wire, this is not a requirement for best-effort datagram-based
protocols such as UDP [20] or DCCP [21]. Late-access methods allow the queued data to be updated or
stale data to be removed. Alternate buffering designs are common for non-reliable transports, e.g. the
use of ring-buffers and other techniques that only buffer the newest data.



Datagram-based protocols do not require significant receive buffering, leaving any re-ordering decisions
to the application, where these may be kept to a minimum for latency-sensitive applications. When data
is framed as separate messages (e.g. application-layer framing), it may be possible for an application to
skip data that is no longer needed or avoid waiting for data that was not received. SCTP [22] permits
a stream-based partial reliability in which the data can be subdivided into multiple flows each of which
may be separately managed. For SCTP this matches the goal to support latency-sensitive transaction
processing applications. The proposed TCP Minion API [23] replaces the upper layer interface of TCP
with one that better supports the application layer. There are at present no proposals to standardise a
low latency API that may be used across multiple transport protocols.

Latency can also be introduced within a protocol module when data needs to be copied between a
buffer and application, kernel, or device memory. A Zero-copy technique avoids redundant copying
between intermediate buffers and associated context switches [24]. This can significantly benefit both
bulk transfer over high-speed networks [25] and also latency-sensitive real-time applications [26]. Both
the kind of traffic and the transport protocol influence the best specific implementation of the zero-copy
mechanism, though, as documented by RITE partners [27].

3.1 OS buffer delays

The presence of over-dimensioned buffers in operating systems leading to unnecessary latency has, since
the writing of the proposal, been explored in depth by other projects. The adverse effects of buffering in
the operating systems at different levels are now well understood, and are being handled by the research
community and commercial actors. The CeroWRT router software project [28] aims to reduce buffer sizes
and introduce AQM algorithms to reduce latency. The end product is deployed in a branched version
of the Linux-based openWRT router software. As mentioned in the article on TCP small queues [18],
the Linux community is also dealing with the problem of oversized queues. These initiatives are heavily
supported by Google [29].

As other initiatives, among them the RITE collaborators in the bufferbloat project [16], are actively
attacking this problem, the RITE consortium has chosen to focus its resources on other avenues of
investigation where the gain of investing our efforts will be greater.

4 Analysis of loss-recovery delays

Interactions within protocols can contribute extra latency, due to non-optimised protocol design and
application requirements. It is thus important for RITE to develop novel protocol-specific mechanisms
that reduce latency for application-limited and short-lived flows.

A protocol that provides reliable data transfer from end-to-end can introduce a source of latency, espe-
cially when application-limited traffic such as short-lived or interactive flows are transported [30, 31].
TCP uses two loss recovery mechanisms called fast retransmit [2] and retransmission timeout [32]. Fast
retransmit is generally preferred as it detects data loss much faster than retransmission timeout [33].
However, fast retransmit is often inhibited when a small amount of data is exchanged, a common situa-
tion for application-limited traffic [34, 35]. Thus, application-limited flows must rely on the much slower
retransmission timeout mechanism for loss recovery.

There are several proposals in the literature that address retransmission latency issues. For TCP, the
most straightforward is to relax the conditions for triggering fast retransmit, either statically for all
traffic [36] or dynamically in situations where a retransmission timeout normally is the only option for loss
recovery [37, 38]. Another commonly suggested approach is to change the way that data is transmitted
and acknowledged, to increase the chance of using fast retransmit to detect data loss [34, 39, 40, 38].
While both approaches can be used to provide faster loss detection, they could introduce other problems.
For example, network effects like packet reordering can cause unnecessary retransmissions when relaxing
the conditions for fast retransmit [41]. If the amount of unnecessary retransmissions becomes too large,
the performance might instead suffer. Furthermore, by modifying the way data is transmitted other
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problems can emerge. For example, modifications need to be sufficiently compatible with standard
TCP [42, 2] to be deployable in an incremental fashion.

In the coming section we report on the analysis conducted so far related to loss-recovery latency.

4.1 RTO-restart

The approach we have used thus far (RTO-restart [43]) tries to avoid the problems mentioned in the
introduction of Section 4 by instead making the retransmission timeout (RTO) faster. Similarly to
proposals addressing the fast retransmit mechanism, it is possible to modify the timeout mechanism by
configuring it differently. This approach has been successfully demonstrated in e.g. [44, 45]. However,
the problems related to such reconfiguration are similar to those when reconfiguring fast retransmit:
the conservative behavior that is needed to avoid unnecessary retransmissions is relaxed, and in some
situations this can lead to performance degradation instead of improvement. There are also a number
of suggestions on how to change the way the retransmission timeout mechanism works, including [46,
47]. Furthermore, there are also proposals that try to avoid retransmission timeouts by using alternate
timeout-mechanisms to faster detect loss [48, 49]. However, as none of these approaches have been
evaluated or deployed in a sufficiently extensive manner, it is not known whether they are beneficial or
sufficiently safe to use in the regular Internet.

The current RTO management algorithm in TCP [32] causes retransmissions to occur RTO! seconds
after the last acknowledgment (ACK) has been received, not RT'O seconds after the transmission of the
lost segment(s). In most cases, this adds approximately one round-trip time (RTT) to the loss recovery
time. If the ACK that triggers the restart also is a delayed ACK, then the total loss recovery time can
become RTO + RTT + del ACK, where delACK corresponds to the receiver’s delayed ACK setting. This
delay can be significant for time-sensitive applications.

To enable faster loss recovery for such applications we have proposed the alternative algorithm RTO-
restart which is designed for situations where fast retransmit does not apply (less than four packets
are outstanding). By resetting the timer to RTO — Tearljest, Where Teaniest i the time elapsed since
the earliest outstanding segment was transmitted, retransmissions will always occur after exactly RTO
seconds. The RTO restart algorithm has been implemented in the Linux 3.7 kernel [50].

Based on our previous research related to the RTO-restart mechanism, we know that the latency reduction
can be significant. Figure 4.1 shows the cumulative density function (CDF) of the expected RTO (in
seconds) using the original RTO management and our RTO-restart for traffic obtained from an online
game called Age of Conan. The CDF clearly shows an advantage of using RTO-restart in favor of the

IThe retransmission timeout mechanism and the time required for timeout are both abbreviated RTO.
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original mechanism.

However, RTO-restart can also increase the number of spurious timeouts, similar to the problems of
spurious fast retransmits mentioned earlier. It is therefore important to quantify the probability of such
events happening, to ensure that our proposed mechanism does not have an overall negative effect on
the performance.

To assess this risk we have set up a physical test-bed in which we replay the Age of Conan traffic
using both the standard RTO mechanism and RTO-restart. The trace file containing the Age of Conan
traffic includes latency-sensitive data sent from both game clients to the server and vice versa. For our
experiments we only use the data transferred from the server to the game clients. We extract RTTs,
message sizes and message inter-arrival times with common tools like e.g. tcptrace and Tshark. We then
emulate the gaming scenario in a three machine test-bed. One of the edge machines emulates the role
of the game server and the other emulates the role of the game clients. We replay each connection from
the trace as a different gaming scenario between the server and the client. The middle machine in the
test-bed emulates a range of network scenarios. To construct such scenarios, the emulator delays every
packet based on the RTTs seen in the original trace such that each packet transmission in the replay
phase approximately the same delay as seen in the trace. Besides, all traffic between the server and the
client(s) have message sizes and inter-arrival times directly taken from the real trace. Figure 4.2 shows
both the risk of having a spurious RTO when using standard TCP and the increased risk when using the
RTO restart mechanism. The risk, and the increased risk when using RTO restart, shown in the figure is
calculated with respect to the connection size in packets. As illustrated by the figure, RTO restart does
not cause any extra spurious RTOs in about 65% of the cases. Above this, there is a 0.005% increased
risk of having a spurious RTO, in the worst case.

Our ongoing research related to this mechanism includes experimentation to further confirm that spurious
timeouts do not make the mechanism unsuitable for general deployment. Following, and parallel to, this
experimentation are our continued efforts in standardising the mechanism through the TCP Maintenance
and Minor Extensions (tcpm) working group of the IETF. The current status of this standardisation
process is the acceptance of our proposal as a working group item. This effectively means that the
working group has agreed on collaboratively improving the specification, until it becomes a standard.

5 Analysis of capacity sharing

The Internet is a shared resource. It is therefore common that many flows share at least a portion of
the network path with other flows. The impact sharing has on a specific (foreground) flow depends on
the characteristics of the other (background) flows and the network capacity. We use the term collateral
damage to indicate the effects that certain policies of congestion control have on the overall network
performance in presence of shared resources. Since the congestion control behaviours of flows over the
Internet are heterogeneous, it is difficult to predict how certain policies affect the performance of the
traffic aggregate.

Background traffic may even use a similar congestion control algorithm to the foreground traffic, but its
performance may still vary since these are in part determined by the application traffic and other param-
eters such as the RTT. Short-lived flows can also result in more damage, since there is less opportunity
to react to congestion/delay and choose a safe sending rate [51].

Background traffic may be more responsive to congestion (e.g., LEDBAT [52]), minimising collateral
damage, or it could be less responsive, including the possibility of flows that either do not react to
congestion or react much more slowly than the foreground flow. The impact on the foreground flow
ranges from increased jitter (short-term variation in delay) to persistent queueing - leading perhaps to
additional delay, packet marking or loss (invoking additional delays).

The level of collateral damage can be reduced when background flows use appropriate transport conges-
tion control [53] but cannot be eliminated. Burstiness of network traffic can also be mitigated at the
expense of increased latency by using traffic shaping to pace packets. The impact of background flows
is expected to be more when routers use tail-drop queue management procedures, but may be mitigated
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using flow isolation mechanisms (such as flow classification and some form of non-FIFO queuing in the
network buffers).

TCP sources injecting too large bursts of packets at line-rate into the network was identified as a potential
risk of collateral damage for shared bottlenecks. new-CWYV [54], a TCP modification developed in the
context of RITE to provide a suitable congestion control for data-limited flows, could cause this problem
when restarting idle connections. TCP congestion control design needs to consider burst mitigation
techniques to avoid this kind of transient congestion.

Improving Internet congestion control using only implicit signals might not be sufficient to adequately
counteract collateral damage. Flow State Exchange (FSE) is an end-to-end technique developed in RITE
to provide a framework to exchange information between flows sharing a network path. The FSE should
only operate on flows that traverse a common bottleneck; Shared Bottleneck Detection (SBD) techniques
(presented in section 5.3) may provide a way to acquire this information via passive traffic analysis.

The following sections document the progress in RITE in engineering these techniques and briefly antic-
ipate the work that will be done.

5.1 Congestion Window Validation (new-CWYV)

This section describes the status of implementation and testing of new-CWV [55], an update to TCP
standard behavior that was proposed by RITE and is being standardised in the IETF TCPM working
group. We first introduce new-CWYV by discussing its usage among applications that use TCP as trans-
port. Then we describe its implementation and the type of tests so far carried out on this prototype,
which highlights important design choices.

5.1.1 Applications benefitting from new-CWV

Many current Internet applications can be characterised as rate-limited. A rate-limited application is
an application that transmits at a rate not directly controlled by the transport protocol, but instead
dictated by the application. TCP was designed to support a range of applications, but TCP congestion
control [2] has been optimised primarily for bulk transfers. In contrast to rate-limited applications, the
throughput of a bulk transfer is limited by the available network capacity and TCP adjusts its congestion
window in order to use as much as possible of network resources. This may induce queuing delays within
bottleneck routers.

The recent growth of TCP-based multimedia and interactive web applications has reopened the debate on
use of TCP for rate-limited applications [56]. A whole range of applications, which make up a significant
number of Internet connections, has an evident rate-limited behaviour:

o Web browsing based on HTTP/1.1. The typical Internet web page consists of a large number
of objects, which are requested and sent separately using various parallel connections. HTTP /1.1
persistency allows a connection to be reused to send multiple objects. Since the objects are typically
a few kilobytes, the sequence of transmissions generates a rate-limited traffic pattern.

e A new form of interactive web based on HTTP/1.1. This category of real-time applications does
not necessarily need to use all the Internet path capacity but requires conveying data to users in a
prompt and timely fashion (i.e., low transfer latency).

o« HTTP Adaptive Streaming (HAS) is emerging as a practical method to distribute video content
over the Internet based on TCP. HAS consists of segmenting the real-time stream in equal duration
chunks whose size is negotiated between sender and receiver and adjusted during the streaming
depending on network congestion. HAS can be used with several encapsulation formats (RTSP,
MMS, PNM, RTMP, DASH, etc); however, the traffic rate pattern generate by HAS is usually
rate-limited and very bursty [57]. Such bursts have the potential to induce significant queuing in
a bottleneck router, impacting the latency of other flows.
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e Many other applications that use TCP, such as chat messaging, online gaming and betting, sport
results, surveillance systems, sensor network monitoring, etc. can be data-limited and performance
is typically latency sensitive.

The fact that standard TCP is not effective at handling rate-limited traffic motivated many application
developers to use padding during application idle-periods to keep the congestion window (cwnd) at a
large value. Although this can ensure acceptable application performance for foreground traffic, it can
also degrade network performance and decrease the effectiveness of TCP congestion control [58].

Our proposal, new-CWYV, introduces a set of modifications to Standard TCP to enable effective use of
standards-based methods. New-CWYV freezes cwnd during a rate-limited period, enabling the application
to restart with the same cwnd after a rate-limited period. Hence, cwnd would neither grow nor shrink
while rate-limited. This allows applications to more quickly resume transmission. When a new-CWV
sender detects a congestion event during the first RT'T of restarting with a large cwnd, the methods
appropriately reduce cwnd. This can satisfy the capacity requirements of realtime applications and at
the same time provide congestion control appropriate for use in the Internet.

5.1.2 Rate Limited Traffic over TCP

This section summarises the differences between the current TCP specifications (Standard TCP), the
experimental RFC 2861 Congestion Window Validation (CWV), the new proposal new-CWV [55], and
the default Linux behaviours for the congestion control of rate-limited applications.

Standard TCP and CWYV Standard TCP dictates that when an application is idle for a period
greater than the Retransmission Timeout (RTO), cwnd is reset to no more than the Restart Window
(RW) [2]. Reducing cwnd to RW is done to restart from a safe value after the path has been untested
for some time. However, during an application-limited period, Standard TCP allows the cwnd to reach
an arbitrarily large value. Since packet probes are sent at a lower rate than permitted by cwnd, the
reception of an ACK does not provide evidence that the network path is able to sustain the transmission
rate reflected by cwnd. The result is an “invalid” cwnd, i.e., a poor estimate of the available path
capacity. If an application with an invalid cwnd increases suddenly its transmission rate, the injection
of a significant volume of additional traffic into the network could cause severe congestion and increase
in latency for other traffic [59].

Although reducing cwnd to RW after an idle period is a safe action, it causes substantial performance
degradation to bursty applications that require prompt restart after idle. This has been a disincentive
for application designers to consider Standard TCP for real-time applications.

CWYV [59] was proposed as an experimental standard in RFC 2861.

UoA simulations have shown that neither Standard TCP nor CWV are suitable for rate-limited appli-
cations [60]. Both approaches are too conservative in that they reduce cwnd too quickly to meet the
requirements of real-time applications.

new-CWYV new-CWYV [55] proposes an alternative approach to address the problems of Standard TCP
with rate-limited applications. The idea is to use a single approach to regulate the cwnd during idle and
data-limited periods, a period referred to as a Non Validated Period (NVP).

To evaluate if the connection is in a NVP, a new sender variable, named pipeACK, is used to measure
the portion of path capacity used by the connection in recent transmission history. TCP is considered
in a NVP when pipeACK is less than cwnd/2. In this case, the connection consumes very little of the
path capacity. Thus, new-CWYV does not increase further the cwnd at each ACK reception. If pipe ACK
is larger than cwnd/2 instead, the cwnd can be considered “validated” and it can be grown every time
an ACK is received.

The way pipeACK is calculated is critical in new-CWV. The next sections discuss different ways to
obtain this estimate in an efficient way. New-CWYV computes pipeACK filtering pipe ACK samples
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windows of packets for which an ACK has been received. The algorithm uses pipe ACK samples rather
than FlightSize.

The NVP concludes: (i) When the sender transmits sufficient data so that is no longer rate-limited, (ii)
after 5 minutes from the beginning of the current NVP, or (iii) when a congestion signal is received.

If a sender remains in a NVP for more than the 5 minutes (case (ii)), then cwnd is no longer an acceptable
estimate of the path capacity. new-CWV therefore reduces the cwnd to max(cwnd/2, IW). If ssthresh
was low compared to cwnd, it also increases ssthresh to max(ssthresh,3cwnd/4). The weighting three-
fourths is to avoid excessive overshoot, as noted in [59].

Three types of congestion signals can occur during the NVP (case (ii)): An RTO expiry, the detection
of packet loss, or an Explicit Congestion Notification (ECN). An RTO expiring during the NVP is
considered a strong congestion signal. Hence, new-CWYV terminates the NVP and uses the Standard
TCP mechanism to resume from this state. Conversely, when the sender detects a packet-drop or receives
an ECN mark, new-CWYV follows a different approach than Standard TCP specifications.

As soon as a sender detects loss, it reduces the cwnd to a safe value for the network. The introduction
of NVP improves the performance of an application that exhibits frequent rate-limited periods.

Linux Implementation To test new-CWYV with rate-limited applications, UoA analysed the be-
haviour of the Linux kernel as an example TCP stack implementation.

The Linux kernel behaviour is similar to new-CWYV in that it freezes cwnd rather than reducing it during
a data-limited period. However, we suggest this behaviour is too conservative when restarting in slow
start after an idle period and too aggressive when the slow start restart is disabled. Allowing TCP to
keep the cwnd open for an arbitrarily long period of time could be potentially dangerous if the congestion
state or even the path characteristics have changed significantly during this period. new-CWYV proposes
a NVP of a most 5 minutes. Future research may show that a smaller NVP interval could also be
acceptable to applications.

5.1.3 Implementation & Testing

To establish if a connection is application-limited, we need to define a method to calculate the amount of
data per RTT that TCP has transmitted and that has been validated. In new-CWYV pipeACK is set to
the largest validated FlightSize in a past period of observation, called PipeACK Sampling Period (PSP).
A PSP should be sufficiently large to cover periods of bursty transmission from the application, but not
too much to affect the responsiveness of congestion control.

In our implementation we assume a length of max(3RTT,1s); i.e., we consider one second sufficient to
track the variations of pipe ACK, but we consider at least three RTTs when the connection has a RTT
for longer Internet paths.

We implemented new-CWYV in a Loadable Kernel Module (LKM) and used the set of tcp__congestion_ ops
function pointers to redirect the flow of control in our module. We used a LKM as a flexible way to test
multiple kernel versions and to be portable to different systems.

A key concept of new-CWYV is that TCP has evidence that the path is able to sustain a certain window
of data only when it receives an ACK for the last packet in the window. In our method we call pipe ACK
sample the size of a validated window. The pipeACK is the largest pipe ACK sample in a PSP.

In our implementation we assume an approximation of pipe ACK that uses only few pipe ACK samples.

Figure 5.1 shows the dynamics of the cwnd(red line) and pipeACK(dark green line) after an idle period
(a) and during a data-limited period (b). A light green vertical bar is depicted every time the application
generates a burst. The amplitude of the bar represents the amount of data generated. new-CWV does
not reduce the cwnd in both cases, which allows a TCP sender to send bursts as soon as data is available.
pipe ACK is able to track the envelope of the bursts and give indications about the TCP state, i.e. whether
it is data-limited or network-limited.
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Figure 5.1: Behaviour of new-CWYV during idle and application limited periods

0.8

07+ ]
06} /|
05| [

04 [

time to send a burst (s)

03 I

0.2

experimenttime (s)
[_renowith CWV &=+ newCWV m7zzzzzz_newCWV History =570

Figure 5.2: Completion times of Burst with Standard TCP, CWV and new-CWYV. Bursts are 50 kB and
sent every second.

Figure 5.2 shows the completion time of individual bursts of a sequence of 50 kB bursts sent every second.
This graph compares the performance of the default Linux behaviour(green bars) and new-CWV with
PSP duration of one RTT (red bars) and of one second (blue bars). An RTT of 200 ms was created
artificially in this experiment using Netem [61]. If we exclude the first burst when cwnd is still increasing,
new-CWYV always performs better than Linux CWV. This highlights the benefits for the application when
using new-CWV. cwnd is maintained at the same level across different bursts and does not limit the
application rate (which would otherwise add latency to the responsiveness at the application level).

Figure 5.2 shows that little differences exist between a PSP=1 RTT and a PSP=1s. Experiments showed
that new-CWYV is not significantly affected by this parameter. We chose a PSP of one second because
this makes new-CWV slightly more responsive in increasing cwnd. The pipe ACK dynamics are more
stable when PSP=1 s. Since TCP does not increase the cwnd if pipe ACK is less than cwnd/2, the cwnd
increases less rapidly with PSP=1 RTT as an ACK has higher chances to find a low pipe ACK when it
is received.

A delayed growth of the cwnd can happen also during the first RTTs. new-CWYV requires between one
and two RTTs to estimate pipeACK. A minimum of one RTT is spent to receive the first ACK of a
burst. The first ACK is not normally sufficient to validate the amount of data sent in the first RTT. The
burst is validated only when an ACK for the last segment in it is received. Thus, another RTT might be
necessary to estimate pipe ACK. During the initial period pipe ACK is undetermined and an initial value
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instead. Setting the initial pipe ACK to infinite avoids delaying the growth of cwnd during the second
RTT (see Figure 5.3).

More experiments will be conducted to exercise the new protocol in a wider range of scenarios and with a
richer set of applications, including web applications and real-time streaming. This will also explore the
value of persistency - where a single flow can be used for multiple data transfers (and hence avoids the
need for slow-start probing for each data transfer). We expect our results to demonstrate the robustness
and flexibility of our method, and to persuade the Internet community to adopt this technique as a
standard.

5.2 Flow State Exchange

When investigating the origins of queuing delay (as a major contributing factor to end-to-end latency),
we found that it is not only affected by the behavior of the congestion control of flows, but also by their
number. In simple words, two flows competing for capacity on the bottleneck tend to create more average
queuing delay than a single flow that seeks out the available capacity. Hence, if there is a way to reduce
the number of flows, this can play a significant role for latency reduction.

Multiple congestion controlled flows (e.g., TCP) between the same two hosts usually have separate
congestion control instances, i.e. act like entirely separate flows, even when the path between them is the
same. There may be several reasons for this separation. For example, one cannot always be sure if the
path is indeed the same — routing mechanisms like Equal-Cost Multi-Path (ECMP) may assign different
flows to different paths to achieve load balancing, even when they have the same destination IP address.

Some routers or other middle-boxes might identify flows using a five-tuple of source and destination IP
address, transport protocol, and the transport protocol’s port numbers. When — as envisioned within
the emerging RTCWEB standard for interactive communication between web browsers — multiple flows
are multiplexed over a single UDP port pair, they are most certainly regarded as a single flow inside the
network and therefore treated in the same way. This means that it might be possible to readily apply
congestion management to RTCWEB.

The new “RTP Media Congestion Avoidance Techniques” (RMCAT) IETF Working Group intends to
develop standards for RTP-based interactive real-time media. RTCWEB being the major use case for
these standards, RMCAT will also standardize methods for coupled congestion control, with the goal of
reducing the overall delay and having the best possible control over the send rate allocation. Here, we
describe RITE’s proposal for RMCAT"s coupled congestion control. RMCAT"s congestion control should
be applicable but not limited to RTCWEB. This means that we may need to jointly control flows that
reside within a single application (a web browser, in case of RTCWEB) or in multiple applications. In the
latter case, this may lose RTCWEB’s possible benefit of knowing that packets from multiple flows will
be routed in the same. There are, however, measurement-based methods to determine whether multiple
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flows share a bottleneck in the network (cf. [62] and [63] for prior related work by RITE members).
Being able to make use of such measurements when necessary, and supporting various intra- as well as
inter-application scenarios calls for a congestion management architecture that is much simpler than,
e.g., the well-known but little deployed Congestion Manager (CM) [64].

We have opted for an approach that minimizes the amount of necessary changes to existing applications.
It involves a central storage element called “Flow State Exchange” (FSE). An FSE is passive in that it does
not take control in deciding the rates of participating flows — in our model, flows store information in the
FSE, and they poll the FSE for their next send rate. Groups of flows which should be controlled together
have a common “Flow Group Identifier” (FGI), which can be set by a “Shared Bottleneck Detection”
(SBD) module based on measurements or knowledge about multiplexing (as with RTCWEB). An SBD
module can be a part of one of the applications using the FSE, or it can be a standalone entity; we will
describe its design in section 5.3.

For each flow in a group, the FSE stores the most recently calculated rate, the desired rate (infinity
in case of greedy flows), and a flow number. By definition, flow 1 has been active for the longest time
and therefore has the best knowledge about the state of the network path. If all flows in a group are
greedy, the actual send rate for each flow in the group is therefore determined by dividing the first flow’s
calculated rate by N, the number of flows per FGI (although other policies, e.g., to stop relying on flow 1
if that flow is application-limited could also be implemented).

Dividing by N gives each flow the same share of the available capacity; changing the fairness policy is a
simple matter of changing this function. If a flow’s desired rate indicates that it does not have enough
data to send, the calculation can be adjusted to give the remaining capacity to other flows. When a
group’s flow 1 leaves, that group’s flow 2 becomes flow 1. It can then immediately take over because
the FSE always contains every flow’s calculated rate. We have carried out early tests with a standalone
implementation of the FSE, and two instances of the open source video conferencing tool “vic”? that we
extended to talk to the FSE using Unix domain sockets. The vic variant that we use includes TFRC
[65] congestion control (implemented and tested by Soo-Hyun Choi for his Ph.D. thesis [66]). In our
changed version, vic stores the TFRC-calculated rate in the FSE and then determines its actual rate
via the FSE as explained above. Our experiments are with a single physical host, using an instance of
VirtualBox with Linux for the sender, running two instances of vic for the senders as well as an FSE, and
an instance of VirtualBox with Linux for the receiver, running two instances of vic for the receivers. The
two VirtualBox instances are logically interconnected on our Mac OS X host system, and the outgoing
interface of the sender is set to have a maximum rate of 1 Mbit/s and introduce a propagation delay of
50 ms using tc / netem.

This section presents a preliminary result from a test where we have configured the FSE to let the two
flows share the capacity equally, similar to what TFRC would automatically converge to. This helps to
highlight the impact of merely using an FSE without manually influencing the fairness between flows. To
make the test repeatable, we have made vic play a file (the common “foreman” test sequence), causing it
to adjust the frame rate, which translates into the received video slowing down in the face of congestion.
Figure 5.4 shows the sending rates of the two sender-side vic processes without the FSE, and Figure 5.5
shows their sending rates with the FSE.

The test ran for two minutes. Process 1 transmitted data from the start, whereas process 2 was started
after 30 seconds and left to run for one minute. Clearly, Figure 5.5 shows less rate fluctuations than
Figure 5.4 in the period when process 2 was active. Process 2 needed no start-up phase with the FSE —
it directly jumped to the correct rate, determined by process 1. In doing so, it also did not exceed the
bottleneck capacity, which created delay and eventually caused packet loss without the FSE; on average,
the delay measured with ping throughout the test was 19% higher in the case without the FSE.

The FSE algorithm, and evaluations in ns-2, are work in progress; the most recent version of the algorithm
is specified in [67]. We are planning to investigate the trade-offs of implementing the FSE algorithm
actively (where all flows have to immediately use the newly calculated rates) vs. passively (where each
flow only updates its own rate when its congestion controller has derived a rate update). We will study
more conservative variants of the algorithm that may perform better regarding our goals of reducing

2http://mediatools.cs.ucl.ac.uk/nets/mmedia/
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queue growth and packet loss, and we will then turn towards window-based controls too, starting with
LEDBAT, and eventually looking at TCP.

5.3 Shared bottleneck detection

Shared bottleneck detection is an enabling technology for latency reducing endeavours that deal with
multiple flows on multiple paths, such as FSE and multipath transport protocols. Most of the work in
the literature on shared bottleneck detection is based on active probing techniques ([63] gives a good
overview). Our work here is passive, relying only on the packets normally sent by each flow. The
two main base metrics available are: packet loss and packet delay. Both of these metrics have their
problems: If the bottleneck has a large buffer, there can be a long time interval between loss events,
making correlation based on this slow and work only when network latency is high. Also, if a flow’s path
includes a lossy link, such as a wireless link which is not a bottleneck, loss on this link will dominate
the statistics masking the actual bottleneck’s loss signal. The delay signal tends to be very noisy. A
bottleneck link will induce relatively higher delays to packets, but not every packet will experience the
high delays. Also, generally uncongested links can experience momentary congestion adding to the noise
on the end-to-end delay signal.

Summarising previous work by RITE members (more related work will be covered in a paper that is
currently under preparation): Yousaf et al. [62] calculates a full cross-correlation of the One-Way-Delay
(OWD) signals, filtering the noise with Singular Value Decomposition (SVD). This can achieve good
results in some circumstances, but is calculation intensive. Hassayoun et al. [63] propose a heuristic
based on congestion event signals (initiated with loss, but also using delay) occurring at similar times.
The mechanism is designed to work in combination with multipath congestion control.

In an effort to achieve better precision in a practical system, improving upon the related work, we seek
to develop a robust mechanism with the following properties:

o Independent of any particular congestion control mechanism or application (thus suitable for use
in a FSE).

e Accurate and timely detection and grouping.

e Work with both large and small buffers.

To date we have investigated two promising OWD based methods. Our first method is based on the obser-
vation that bottlenecks introduce wide variations in packet delay as they become congested. Packet Delay
Variation (PDV) is a performance measure defined in RFC 5481[68], ITU-T Y.1540[69] and Y.1541[70]
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as PDV] = dmax — dmin or PDVy = d — dppin in the measurement period It assumes that flows with a
common bottleneck will also have a similar end-to-end PDV. Our method groups flows with a similar
PDV together. We have found that PDV accurately groups flows sharing a bottleneck when all flows
send enough packets for an adequate sample size in the measurement period, and all flows send a similar
number of packets. When flows send at different rates, we find that PDV7 is prone to grouping errors due
to different estimates of dmax Or dmin, these two being the tails of the distribution. PDV; is able to group
flows better in these circumstances, using a dmin calculated over a longer period than the measurement
period.

We attempt to group only flows that traverse common congested links. It is difficult to determine the
congested state of a path using PDV alone as both lightly congested and extremely heavily congested
bottlenecks will have a small PDV. An additional measure is needed for this, and is the subject of further
investigation. Another concern is that PDV may not be able to provide a large enough discrimination
for shared bottleneck detection if buffers are small, a key objective for reducing latency in the Internet.

The second method we are considering is to use the shape of the OWD distribution as a measure
of congestion and to group flows sharing a common bottleneck. We postulate that OWD shape is
different for congested and uncongested paths, and that it will be similar for flows that traverse the same
bottleneck. Preliminary ns2 simulation experiments confirm this.

Figure 5.6 shows the simulation setup used for the initial tests. Most of the traffic is realistic back-
ground traffic generated by Tmix using the TCP evaluation suit traces (available at http://hosting.
riteproject.eu/tcpevaltmixtraces.tgz). The test sources send packets at different rates to the test
sinks, where the OWD is measured. Bottlenecks are created by reducing the capacity of the targeted
link. The setup allows techniques to be tested for different combinations of pairs of flows sharing one or
more bottlenecks.

A simulation environment allows us to test the mechanism’s operation in scenarios which we envisage to
be more difficult than normal network conditions, and where the ground truth concerning bottlenecks
and correct groupings is known. After proving the technique robust in simulation, we plan to test it
on the NorNet testbed (http://www.nornet-testbed.no/) using a combination of wired and wireless
(3G) nodes. The NorNet testbed is built over the actual Internet and 3G network.

In a real network the ground truth concerning bottlenecks during the tests cannot be determined. We
plan to verify bottleneck locations and necessary traffic loads using probing techniques. Based on this,
we plan to generate realistic traffic from various locations in the network to create bottlenecks and test
our mechanism. This will give us confidence in the mechanism’s operation in a real network and insight
into the signal it can provide for latency reducing mechanisms that work with multiple flows on multiple
paths.
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6 Analysis of API latency issues

Transport protocols such as SCTP [71] or the recently proposed “TCP Minion” [23] allow for latency
reduction via transport service differentiation. For example, if an application can cope with data arriving
out-of-order, such an application can get data transmitted faster with SCTP or Minion than with TCP,
because TCP enforces in-order delivery at the expense of some delay. Such communication, however,
requires the application programmer to be in the loop. Nowadays, an explicit choice for e.g. SCTP must
be made, rather than simply specifying that out-of-order delivery is desired. This introduces a significant
burden:

o SCTP (in kernel space) is not available on all Operating Systems. When it is available on one host,
it may not be available on the other end, or not work across the Internet path. An application must
therefore check if SCTP communication works, and otherwise fall back to a less efficient means
of communication (typically TCP). Such a fall-back, though possible (see e.g. [72]), is not easy to
implement efficiently.

e There may be other opportunities: SCTP could be run over UDP, which incurs more overhead
and may in general be less favourable than “native” SCTP if such an SCTP implementation exists
and if packets pass through the network (e.g., there are issues with NATs and SCTP). Another
alternative is to embed a user-space implementation of SCTP-over-UDP in the application, but
this may be less efficient than using kernel-space code.

e Alternatives such as TCP Minion could be used. This requires at least the other side to be aware
of what is going on, and availability on both sides must therefore be checked.

As another latency-related shortcoming of today’s transport API, RFC 6897 [73] identifies low latency
and jitter stability as one out of (at least) three performance objectives for multipath transport. This
RFC goes on to state, as a requirement for an advanced future API:

An application should be able to inform the MPTCP implementation about its high-level
performance requirements, e.g., in the form of a profile.

6.1 Service specific communication with OS

With the current transport API, the amount of work involved in trying to use one of the mechanisms for
low latency is exceedingly large. It would therefore be much better if this whole functionality could be
hidden underneath an API that allows an application to simply specify a service instead of a protocol.

Making this possible requires a larger organizational effort. To this end, RITE members from IMT and
UiO have teamed up with members of the Trilogy 2 project to work towards a “Birds-of-a-Feather” (BOF)
session at the 89th IETF meeting in London in March 2014, with the goal of forming an IETF Working
Group that would standardise transport services. Up-to-date information on this work along with earlier
background material is available at https://sites.google.com/site/transportprotocolservices/.
An Internet Draft containing the problem statement has already been made available to the IETF
community [74], and it will be presented at the 88th IETF meeting in Vancouver, in November 2013.

7 Analysis of multipath transport protocols in regard to latency

Increasing link speeds would seem like an obvious way of both reducing packet serialization times, and
alleviating persistent congestion that yields large queuing delays?. However, such a brute-force approach

3Higher link transmission rates may not necessarily yield lower latency, even if both serialization and queuing delays
get shorter. This can be due to e.g. TCP’s behavior in slow start. However, we do not focus on such issues here; they are
discussed in § 2.
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to bring down latency due to capacity constraints is not always economically sensible, nor technically
feasible.

An alternate way of getting more available capacity is to use several links at once. Nowadays, many
end-hosts are equipped with multiple network interfaces. Transport protocols implementing multipath
capabilities are able then to exploit multihoming in end-hosts. When using a multipath transport proto-
col, traffic is stripped across several interfaces simultaneously. Such is the approach followed by protocols
like Multipath TCP (MPTCP) [75, 76, 77] and Concurrent Multipath Transfer for SCTP (CMT-SCTP)
[78], as well as by a previous proposal by RITE members [63] that may apply to both MPTCP and
CMT-SCTP. One of the main goals of these mechanisms is to maximise throughput by regarding all
available links as a single, pooled resource.

Using the aggregate capacity of several links at once could in principle result in shorter flow completion
times. However, in many cases such improvement may happen only with relatively large flows. Chen
et al. [79] report smaller median transfer times when downloading moderately-sized (512 KB) files using
MPTCP over both an LTE and a WiFi link, as compared to using a single TCP flow over the same WiFi
link only. However, their results for smaller flows show little or no traffic being sent via the LTE link,
so MPTCP offers no improvement with respect to TCP. Protocol overhead, related to the setting up of
subflows across paths other than the primary one, is one of the reasons why use of multiple paths may
not yield lower latency [80]. Such overhead means that the added latency may not make it worthwhile
to actually use more than one interface, if the flow to be transferred is very short. Large differences in
RTTs add to this effect, if e.g. the first subflow goes along the shortest RT'T path, so the transfer may
be over even before the handshake on the longest RTT path has finished [79]. RFC 6824 [80] suggests a
heuristic for deciding when to start new subflows in an MPTCP connection, however, further research
is still needed to assess this and other possible heuristics.

Another latency-related issue with multipath transports is that of packet reordering at the receiver [81].
Use of several paths may result in packets arriving out of order, and large differences in path RTTs may
increase the severity of reordering events. Wide differences in loss rates across paths can also have a
strong impact on transfer times; use of a single path with a large RTT but a small loss rate may perform
as well, if not better, than use of such path in combination with another one, having a smaller RTT but
a larger loss rate [79].

Scheduling for concurrent multipath transmission has been the focus of several previous studies, such
as [82, 83, 84, 85, 86]. Adequate scheduling could help in avoiding reordering, while at the same time
minimising delivery times to the receiver, but such studies tend to focus mostly on greedy flows issuing
from bulk data applications, and/or on throughput optimisation.

The multipath protocols mentioned first have been designed mostly with throughput and resilience in
mind, with lower transfer times as a side effect, whereas other works explicitly aim for low delay as well.
Proposals such as [87] and [88] combine the use of forward-error correction (FEC) with simultaneous
transmission across multiple paths; [88] is intended for UDP-based flows, whereas the design of [87]
includes per-path, TCP-like congestion control. Further, MPLOT [87] considers the tradeoff between
FEC and delay by adapting the amount of redundancy as a function of per-path RT'Ts. In both proposals,
using a specific scheduling policy for striping packets (both data and FEC) across paths is key to attaining
lower latency.

7.1 Exploiting multipath communication for achieving lower latency

As shown by the analysis of previous research, the use of multipath communication may not necessarily
be beneficial for latency, and the majority of works in the field have so far concentrated on throughput
maximisation. How to best leverage multiple paths for improving latency is still an open issue we plan
to address during the remainder of the project, mainly centering on the following two topics:

e To the best of our knowledge, multipath scheduling for improving the latency of application-
limited flows is still a little-covered topic. We plan on further exploring this. Heterogeneity in path
characteristics and packet reordering issues will be the two main factors considered in our studies.
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Task objectives Subprojects Maturity Depends on Feeds
level task
OS buffer delays N/A Analysed. None None
Not to be
continued
Loss-recovery delays RTO-restart Analysed, Improved methods for | 1.2,
Preliminary | sharing capacity can re- | 1.4
results duce loss 2.3,
2.4
Sharing capacity New-CWV, Flow State | Analysed, Can be improved by net- | 1.2,
Exchange, Shared Bot- | Preliminary work/end system inter- | 1.3,
tleneck detection, Scal- | results action techniques (deliv- | 1.4,
ing Transport Dynamics erable 2.1) 2.3,
2.4
API latency issues Service specific commu- | Analysed, Partly dependent on | 1.3,
nication with OS preliminary loss-recovery delays, | 1.4,
work started | capacity sharing and | 2.3,
multipath latency issues | 2.4
Multipath latency issues Scheduling  for low- | Analysed, Partly dependent on | 1.2,
latency multipath | prelimi- protocol-specific delays | 1.3,
communication, Com- | nary work | and capacity sharing 1.4,
bining multipath with | planned 2.3,
redundancy to start in 2.4
early 2014

Table 8.1: Table summarising the status of each of the main topics for Task 1.1 and their dependencies.

o More straightforward approaches than [87, 88] mixing redundancy (for faster loss recovery) with
multipath transmission could be envisioned. For instance, Vulimiri et al. [89] make the case for
simply replicating packets over several paths, for low-rate, time-sensitive flows; their preliminary
experiments show improvements in both the tail of the latency distribution and the loss rate. More
work in this area is needed to assess the practical feasibility of simple redundancy techniques such
as this.

8 Summary of analysis

The analysis phase of RITE has covered a broad range of different approaches to the problem of Internet
transport latency. This section shows how the different elements of analysis and preliminary experiments
complement each other and provides a firm foundation for the planned future tasks of the project. We
also view the research to this point in light of the objectives for work package 1.

The bulk of our preliminary work has been on capacity sharing and loss-recovery delays since the early
maturity of these topics will increase the impact of other upcoming research activities into which they
feed, like APIs and multipath. For a summary of the status of the main topics and their dependencies,
see table 8.1. Making modifications to transport protocols are a basic building block that we need to
establish transport systems that will help reduce latency. The cooperation- and path analysis tools of
flow state exchange and shared bottleneck detection will help the protocols make more intelligent decisions.
Finally, an API for smarter and easier choice of transport services can be fueled by the other building
blocks, providing easy to use, low-latency transport classes. The end-host mechanisms must then be
considered in conjunction with the activities in work package 2 to make sure the end-hosts and network
interact to provide the best possible latency.

The analysis phase has also resulted in a survey paper of latency-reducing techniques that will be sub-
mitted to a fitting venue in the Fall of 2013. A two-page position paper summarising the essence of this
survey can be found on the webpages of the ISOC/RITE latency workshop that was held in September
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Figure 8.1: Examples of tradeoffs between deployability and latency reduction for several techniques

(taken from [90]).

Objective

] Subprojects addressing objective

Get a deep wunderstanding of the la-

tency /throughput tradeoff

All subprojects

Make T'CP more suitable to low-latency appli-
cations

RTO-restart, new-CWV, Flow state exchange, Shared bot-
tleneck detection, Scaling transport dynamics, Multipath
initiatives

Make non-TCP protocols more suitable to
achieve low latency

RTO-restart, Flow state exchange, Shared bottleneck detec-
tion, Scaling transport dynamics, Multipath initiatives

Make TCP less aggressive against competing
low-latency apps (low latency/bulk interac-
tions)

new-CWYV, Flow state exchange, Shared bottleneck detec-
tion

Better exploiting interface diversity to achieve
low latency and resilience

Service-specific communication with OS, Multipath initia-
tives

Optimise multiple-session resource sharing for
low latency

Flow state exchange, Shared bottleneck detection, Service-
specific communication with OS, Multipath initiatives

Table 8.2: The objectives of Work Package 1 and subprojects addressing the objectives.

2013%. The latency survey aims not only to list the state-of the art in Internet latency reduction tech-
niques, but also to quantify the possible latency gain by applying different kinds of techniques. Using
this analysis as a tool has been of great value to the consortium when prioritising between topics and
for choosing what topics to focus on. In particular, one important goal of the analysis and survey work
is to highlight tradeoffs between gains in latency reduction and ease of deployment, as illustrated in
Figure 8.1.

Table 8.2 list the global objectives of Work Package 1 and the subprojects addressing each objective. The
overall analysis has, from different angles, shed light on the tradeoffs of reducing transport latency. We
have analysed and explored several options for making TCP and other protocols more suited to achieve
low latency. Sharing behaviour and interface diversity has also been examined from several different
viewpoints. The analysis and preliminary work will, from this point, be developed into more mature
prototypes to be evaluated in prototype setups and, finally, in RITE testbed deployments (see deliverable
3.1).

Through the analysis and the preliminary work, we have extended the partners’ knowledge about which
avenues of investigation that is more likely to bring a latency reduction and how to approach the core
RITE problems. The various skillsets of different partners are woking as a catalyst for this process,
resulting in a multi-faceted view of the problems to be solved.

Table 8.3 gives a list of which RITE partner is active in the subprojects described in this document. All

“http://www.internetsociety.org/latency2013

23


http://www.internetsociety.org/latency2013

l RITE subproject Collaborating partners

RTO-restart (§ 4.1) KaU, SRL, UiO
New-CWV (§ 5.1) UoA, SRL

Flow State Exchange (§ 5.2) Uio

Scaling transport dynamics (§ 2) KaU, BT, SRL
Shared bottleneck detection (§ 5.3) Uio
Service-specific communication with OS (§ 6) UiO, UoA
Multipath initiatives (§ 7) IMT, SRL, KaU

Table 8.3: RITE subprojects in Work Package 1 and the partners collaborating on the respective sub-
project.

partners have collaborated on the latency analysis and on identifying the most promising topics based on
this analysis. The partners listed in table 8.3 are the partners who have been involved in the activities
during the reporting period. There will probably be other constellations of involved partners as work in
the project progresses and as more subprojects move into a experimental/testbed stage.

9 Conclusions

This document has summarised the results of the analysis phase of work package 1 in the RITE project.
We have presented analysis of the core topics of the project presenting the most important conclusions
drawn from it. We have described the initial work done for the most mature topics, described the planned
work for the topics in a less mature stage and explained why one topic has been discarded from further
investigation.

The analysis phase has provided the needed insight to make the best choices between the possible future
paths of investigation in the RITE project. The subtopics chosen for continued exploration are promising
and provide the needed basis for the coming tasks according to the Description of Work.
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